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Agenda

Synthetic Data as Privacy- What is synthetic data and why do

Enhancing Technology we generate it?

Privacy Risks with Synthetic What are potential risks with
Data synthetic data?

Privacy Evaluation in Our consensus study and its

Synthetic Data recommendations
Conclusion and Future What are the implications for
Perspectives practice?
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SYNTHETIC DATA AS PRIVACY-
ENHANCING TECHNOLOGY
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Synthetic Data Can Be Informed by Individual-
Level Information

o o °
o © ° °
o
training data model’ synthetic data

(individual-level personal information)

' The EHIL maintains the Python library pysdg with a unified interface to multiple SDG models:
https://github.com/CHEO-EHIL/pysdg-releases

mif yOttawa

Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute

4 of 38



Université d'Ottawa | University of Ottawa

The Privacy Potential of Synthetic Data
Generation

Synthetic Data

Age Gender BMI B-Blocker| Diuretics | Event

SDG ———» &7 Male 41 No Yes M
69 Male 40 Yes No AKI
68 Male 39 Yes Yes Mi

Training Data

Age Gender BMI B-Blocker | Diuretics | Event
64 Male 40 Yes Yes Mmi
62 Male 40 Yes No AKI
68 Male 40 Yes Yes CHF
3-anonymity

Age Gender BMI B-Blocker| Diuretics | Event

De-ldentification —»{ 60-69 Male 40 Yes Yes M

60-69 Male 40 Yes No AKI

60-69 Male 40 Yes Yes CHF

*3-anonymity in terms of quasi-identifiers age, gender and bmi.

Adapted from: Pilgram L, Dankar FK, Drechsler J, et al. A consensus privacy metrics framework for synthetic data.

Patterns. 2025 July 29 https://doi.org/10.1016/j.patter.2025.101320 i,
| uOttawa
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The Privacy Potential of Synthetic Data
Generation

Synthetic Data

Age Gender BMI B-Blocker| Diuretics | Event

SDG ———» &7 Male 41 No Yes M
69 Male 40 Yes No AKI
68 Male 39 Yes Yes Mi

Training Data

Age Gender BMI B-Blocker | Diuretics | Event

64 Male 40 Yes Yes Ml
62 Male 40 Yes No AKI
68 Male 40 Yes Yes CHF

Synthetic data generation does not preserve a one-to-one mapping to real
records (and thereby to real identities). As a result, it is often viewed as
protecting against identity disclosure by design and thereby as a higher

standard than more traditional de-identification techniques.

Adapted from: Pilgram L, Dankar FK, Drechsler J, et al. A consensus privacy metrics framework for synthetic data.

Patterns. 2025 July 29 https://doi.org/10.1016/j.patter.2025.101320 i,
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Privacy-Preserving Data Sharing: Internal
and External Use

education and outsour.cmg I
training services
secondary data
research :
internal data externa.l data _
sharing sharing collaborative
research
synthetic data initiatives
quality
assessment
software testing vendor
evaluations
",
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PRIVACY RISKS WITH
SYNTHETIC DATA
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Synthetic Data is Perceived as Low-to-Moderate
Risk

What level of risk with respect to
¢ privacy do you associate with synthetic 56 respondents
data?
No risk [ | 7% 4 votes
Low risk 32 votes
Moderate risk o 16% 9 votes
High risk q 2% 1 vote
Not sure (| 18% 10 votes

results from a survey in the context of a presentation at CAREB-ACCER 2025

uOttawa
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Synthetic Data Could Qualify as Non-Personal
Information

Al and Ethics
hittps://dol.org/10.1007/s43681-025-00819-0
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An assessment of synthetic data generation, use and disclosure under
Canadian privacy regulations

Lisa Pilgram™2*( . Anita Fineberg®® . Elizabeth Jonker' - Khaled El Emam’?

Received: 2 March 2025 / Accepted: 2 August 2025
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Abstract

Synthetic data generation (SDG) plays an mcreasingly important role as a research and mnovation accelerator. While SDG
can cnable privacy-preserving data sharing, 1t also raises privacy concerns compounded by uncertamty how privacy law
applies to SDG and the generated data itself. Such uncertainty can hinder positive applications of SDG and put individual
privacy rights at risk. This study aims to understand how SDG and synthetic data are treated under Canadian federal
privacy law, identifying regulatory gaps that extend beyond the Canadian context and propesing recommendations to
address them. Our analysis shows that 5DG is not explicitly addressed by the statute. While SDG arguably qualifies as
a use of personal information, it is unclear whether consent is required for SDG. Further Fair Information Practices with

jzati to SDG just as they do to any use of personal information.| The generated data itself could

fall outside the law’s scope fsince 1t 15 more likely to quahfy as non-personal than traditionally de-1identihed data but the

concept of identifiability under the statute remains ambiguous, particularly regarding inferences. An unclear definition of
identifiability represents a relevant gap in privacy law that can harm the individual directly, through the exposure of per-
sonal information, or indirectly, by hindenng the adoption of SDG and other beneficial privacy-enhancing technologies. A
Code of Practice, anchored n legislation, could address such prnivacy concerns and ensure the proper application of SDG.

Keywords Synthetic data - Privacy - Disclosure risk - Generative artificial intelligence
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Jurisdiction Differ But Typically Allow for Very
Small Residual Risk

« Jurisdictions have different requirements to consider information as
non-personal. G7 data protection and privacy authorities aim at a
more consistent understanding.’

« Non-personal information typically allows for a (very small) residual
risk.

 The question that remains is whether the residual risk in synthetic
data is very small.

2 O
o threshold )
< personal - non-personal — :

1 see: https://www.priv.gc.ca/en/opc-news/news-and-announcements/2024/de-id 20241011/ o~
| yOttawa

Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute 11 of 38



https://www.priv.gc.ca/en/opc-news/news-and-announcements/2024/de-id_20241011/

Université d’Ottawa University of Ottawa

What Do Privacy Authorities Think of Synthetic
Data ?

pdpc¢
oo coumssion CPEN| |
e ® o
Privacy-enhancing
technologies (PETSs)

™ . EHMGI0IE iP:
-2 eHiiM (&)

o) o
SYNTHETIC DATA .
GENERATION ®

O WorxEETes|

United Kingdom 2023 Singapore 2024 South Korea 2024

mi| yOttawa
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There is Residual Privacy Risk With Synthetic
Data

« All three guidelines highlight that synthetic data is not inherently
devoid of privacy risk.

“[...] synthetic data may not always be inherently risk-free as information about an
individual in the source dataset, or confidential data, can still be leaked [...].” pdpc
Singapore

“[...] fully synthetic data may be determined to be anonymous or pseudonymous
depending on the level of safety established.” PIPC South Korea (own translation)

From: Pilgram L, Ko H., Tung A. and El Emam K. Is Synthetic Data Protective of Individual Patient Privacy ? A Regulatory

Perspective. Under Review (2025).
Ott
Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute 13 of 38
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Privacy Evaluation is Emphasized as An
Integral Part of Good Practice

« All three guidelines highlight that synthetic data is not inherently
devoid of privacy risk.

« As aresult, privacy evaluation is emphasized as an integral part
of good practice.

“[...] should assess and perform the re-identification risk assessment [...].” pdpc Singapore

“[...] must be subject to quantitative and qualitative safety verification [...].” PIPC South
Korea (own translation)

From: Pilgram L, Ko H., Tung A. and El Emam K. Is Synthetic Data Protective of Individual Patient Privacy ? A Regulatory

Perspective. Under Review (2025).
=
uOttawa
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PRIVACY EVALUATION OF
SYNTHETIC DATA
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In Literature, Privacy is Not Always Assessed

No Provable Guarantees + No Evaluation

34

Purpose Includes Privacy

Included Papers 67
73
No Provable Guarantees + Evaluation
25
Purpose Does Not include Privacy Provable Guarantees + No Evaluation
6 6

Provable Guarantees + Evaluation

2

From: Kaabachi, B. et al. (2025). A scoping review of privacy and utility metrics in medical synthetic data. NPJ Digit Med 8, 60.
https://doi.org/10.1038/s41746-024-01359-3.

There has been no consensus on how to measure the residual privacy
vulnerability in synthetic data and that uncertainty might have been one reason

privacy often wasn’t evaluated at all.
uOttawa
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A Consensus Study For Evaluating Privacy
in Synthetic Data

A global panel of privacy experts

Developing the Framework Using the Framework . . .
contributed to two objectives:
review of published real data
metrics J

@ | 4
Ry — &3 i

simulations scoring rounds synthetic data

=
[ﬁ] =
=

=

(L0

—

the development of consensus-
based recommendations on how

I@’—

feedback and consensus privacy tO evaluate prlvacy In SynthetIC
report revisions framework evaluation
\ /\ data
o= attribute membership
== disclosure disclosure

From: Pilgram L, Dankar FK, Drechsler J, et al. A
statements consensus privacy metrics framework for synthetic data.
Patterns. 2025 July 29

https://doi.org/10.1016/j.patter.2025.104320
P
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Results From Our Consensus Study

« 11 statements were rated in the final Delphi round spanning the
entire privacy evaluation process from threat modeling to
specific disclosure types to decision-making

« 10 out of 11 statements reached consensus agreement

« 1 statement resulted in uncertainty consensus, reflecting
ongoing debate and the need for further research

« Most consensus recommendations focused on establishing
good practice for evaluating membership and attribute
disclosure

Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute 18 of 38
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Identity Disclosure is When a Person’s ldentity

iIs Assigned to a Record

Male
ﬂ Male
\ Male
| h} Which record belongs to Jane?  Female
Female
Male
Male
Female
Male

Female
Male

Jane
@<« *01.12.1989

1975
1988
1972
1993
1989
1991
1992
1987
1971
1996
1980

009-0031
0023-3670
0074-5182
0078-0379
65862-403
55714-4446
55714-4402
55566-2110
55289-324
54868-6348
53808-0540

|dentity disclosure is concerned about correctly assigning an identity to a record
in a dataset and encompasses the idea of singling out or linking records.

Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute

uOttawa
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High Similarity Does Not Necessarily Imply
Identity Disclosure

« Being similar to multiple training records is different from being
similar to one record.

 If the identity disclosure vulnerability of the training records is very
low, then similarity would not indicate high vulnerability.

« Similarity based on quasi-identifiers does not mean that sensitive
attributes are similar as well.

« Replicated unique records come with the same challenges and can
only provide a lower bound in terms of identity disclosure
vulnerability.

Stand-alone similarity metrics (i.e., that are not part of attribute or membership
disclosure) should not be used to report privacy in synthetic data.

Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute 20 of 38
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Setting the Parameter Epsilon in Differential
Privacy Remains an Open Question

Application Privacy budget epsilon &
Goosle COVID-19 community mobility | 2.64
& report [165]
COVID-19 symptoms search | 1.68
trends [166]
COVID-19 wvaccination search | 2.19
trends [167]
Mobility data [168] 0.66
Streaming  aggregation of | 1
shopping data [169]
Streaming aggregation of trends | 2
data [169]
Apple QuickType suggestions [170] 16

Emoji suggestions [170] 4

mif yOttawa
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Setting the Parameter Epsilon in Differential
Privacy Remains an Open Question

Application Privacy budget epsilon &

COVID-19 community mobility | 2.64

Google
& report [165]

COVID-19 symptoms search | 1.68

il treuncle [400401

'

The privacy budget epsilon is not an adequate metric to report disclosure
vulnerability unless it is set to a value close to 0. Even when differential privacy
methods are used, disclosure vulnerability would still need to be evaluated using
the same metrics as those applied to non-differentially private synthetic data.

shopping data [169]

Streaming aggregation of trends | 2

data [169]
Apple QuickType suggestions [170] 16
Emoji suggestions [170] 4

mif yOttawa
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Membership Disclosure is When a Person’s
Membership in the Training Dataset is Inferred

A O O
) 0= 0,9
t | rq Is Jane in the dataset? sampled from Y =T
N
f}o{ﬂ HIV+
individuals
Jane

“*01.12.1989

With membership disclosure may come further information, for example, that the
individual is HIV+ if they are part of an HIV dataset or that a vaccination has
been applied if they are part of a vaccination trial dataset.

uOttawa
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Partitioning Methods Mimic an Adversary Who
Matches Targets to Synthetic Records

Synthetic data generation

ke
Arc A a

o
o)
Training data A, Synthetic data S
sampling p xm
records
Original data A,
A, = Ag\ A
sampling (1-p) x m records 9
/]
Holdout data A, Attack dataset B,
P

mif yOttawa
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Current Metrics of Membership Disclosure Have
Conflicting Threat Models

attack data

training data

224

members (HIV)

attack data &&&&&&

non-members (HIV)

HIV population

population

attack data

training data

A2 L

members (HIV)

222828

non-members (HIV)

222828

non-members (non-HIV

HIV population

population

mif yOttawa
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Current Metrics of Membership Disclosure Have
Conflicting Threat Models

HIV population

training data

The adversary draws  data
their targets from
individuals with HIV. | o

members (HIV)

attack data

222524

non-members (HIV)

population

HIV population

training data

The adversary draws
their targets froma (o

superpopulation.
S Q&&

members (HIV)

222828

non-members (HIV)

222828

population

non-members (non-HIV

Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute

This is how current metrics
operationalize membership
disclosure.

This is the narrative that is most
often used in current
membership disclosure metrics.

_

1|

uOttawa
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Using All Variables Does Not Necessarily
Maximize Vulnerability

washington2008

nexoid
1.00 1.00
0.75 0.75
g g
T 050 = 050
=] B0
S -
0.25 x 0.25 \
0.00 0.00
5 10 15 20 5 10 15 20
Number of variables Number of variables
washington2007 new york
1.00 1.00
0.75 0.75
g g
o o
o o
wy wy
o 050 = 050
[=]1] [=]1]
= =
=T <
0.25 K 0.25 K
0.00 0.00

5 10 15 20 5 10 15 20 LlOttawa

Number of variables Number of variables
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Practical Guidance to Calculate Membership
Disclosure Vulnerability in Synthetic Data

Membership disclosure vulnerability
g Formulate an explicit threat model and check if it should be evaluated onIy when the

‘ ‘ aligns with the implicit assumptions in the metric assumptions of the current metrics hold,
which is that the adversary would learn

something new for targets drawn from the
same population as the training dataset.

Disclosure vulnerability metrics should be
Factor in the adversary’s background knowledge: o -
E match on Qls (and their possible subsets) based on. quasl identifiers. These may vary
depending on the data context (e.g., can
still be all attributes) and are ascertained
by the data controller.

Because the F1 score, which is commonly

A i . _ used in membership disclosure metrics, is

_ ccount for a naive membership guess: calculate i

F the relative F, score prevalence dependent, it needs to be
reported relative to an adversary guessing

membership.

@] uOtt
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Attribute Disclosure is When Sensitive
Information is Inferred from Attributes

¥ N What can we learn about
f} ,h} Jane’s diagnosis?
/1 Female
Female
Female
Female
Jane Female

“%*01.12.1989

1989
1952
1985
1989
1989

Breast Cancer
Breast Cancer
Cervical Cancer
Breast Cancer
Breast Cancer

Inferences are not always privacy vulnerabilities of the synthetic dataset.
Inference can happen without any data being disclosed, for example, due to
known correlations (e.g., smokers are 25x more likely to die from lung cancer)
and clinical reasoning (e.g., a child diagnosed with measles is very likely

unvaccinated).

Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute
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Practical Guidance to Calculate Attribute
Disclosure Vulnerability in Synthetic Data

2 / - Consider knowledge generation: use a holdout
— — dataset as proxy for the non-member baseline - - -
- Meaningful attribute disclosure
vulnerability applies only to individuals who
— . .
—y Avoid pre-selection bias: calculate vulnerability for are in the dataset (|.e., members).
ﬂ all potential targets

Penalizing accurate prediction on
individuals who have not been part of the
dataset (i.e., group privacy) requires a
broader ethical framework.

Disclosure vulnerability metrics should not
be calculated on a pre-selected subset of
“vulnerable” records but for all of the
records.

mif yOttawa
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Practical Guidance to Calculate Attribute
Disclosure Vulnerability in Synthetic Data

Disclosure vulnerability metrics should be
based on quasi-identifiers. These may vary
depending on the data context (e.g., can
still be all attributes) and are ascertained
by the data controller..

A relative attribute disclosure vulnerability
that takes a non-member baseline into
account is meaningful.

Inform performance measurement by the threat
model: use e.g. AUROC for binary classification

Incorporate the non-member baseline: calculate the

lllll relative Are‘ ] - .
In attribute disclosure vulnerability, a
A relative vulnerability higher than its
| t Accognt for .a‘random. guess: use both, A, and A threshold is Only considered as
. AR unacceptably high when the absolute
vulnerability is higher than its threshold.

uOttawa
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CONCLUSION AND FUTURE
PERSPECTIVES
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Towards a Standard for Evaluating Synthetic
Data Privacy Vulnerabilities

Privacy-enhancing
technologies (PETs)

SYNTHETIC DATA
GENERATION

=] Differentially Private
Synthetic Microdata

APractical Guide
et v S 2

| EHMHI0IE |
© Y-8 OHHN e

e o
e

() UNHCR

@ remssen

Synthetic Data for Official Statistics
A Starter Guide

POLICY GUIDELINE
Recommendations on the
Use of Synthetic Data to
Train Al Models

high-level guidance

Patterns
A consensus privacy metrics framework for
synthetic data

Graphical abstract Authors

igram,
Z Jean Louis R:
Chao Yan, Khaled El Emam

Corespondence
Ipilgram@ehealthinformation.ca (LPJ,
kelemam @ehealthinformation.ca (K.E.E.)

In brief

Synthetic data can enable privacy-
preserving data sharing across multiple
sactors, but residual privacy
wuinerabilities must be evaluated.
Through a formal consensus process,
this study developed an expert
consensus framework to evaluate privacy
in synthetic data.

Highlights
& Privacy metrics for synthetic data should maks their
assumptions explicit

. i and
evaluated in synthatic data

. ity it proxy for identity
disciosura

& Thresholds.
b a focus in future work

st s, 2025, Patisrna 6, 101120
October 10, 2025 € 2025 The Authoris, Published by Elsevier Inc.
hitpe: /760, org/10.1016/) patier 2025 101320 2 CellPress

concrete consensus
recommendations

Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute

ISO/IEC AWI TR 42103

Information technology — Artificial inteligence
— Overview of synthetic data in the context of
Al systems

Abstract General information

Thie

Life cycle

Now

IEEE SA &eaiion
—
Synthetic Data
Industry C Activity (1caip)

Version: 2.0, 13 November 2023
1€21-013-02 Approved by the CAG 22 December 2023

emerging international
initiatives
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A Practical Software Solution for Synthetic
Data Risk Assessment

Wecodway
Assurance

About

Version 0.0.12

Data Type Data Source Parameters Report

Upload

Upload your training, holdout, and synthetic CSV files using the boxes below.

Upload training dataset:

Drag/drop or click

Reading in Training dataset: 5000 rows x 9 columns.

Upload holdout dataset:

Drag/drop or click

Reading in Holdout dataset: 5000 rows x 9 columns.

Upload synthetic dataset:

Drag/drop or click

Reading in Synthetic dataset: 5000 rows = 9 columns

Wcodway
Assurance

Trust in Data
Synthetic Data Evaluation Report
Data custodian: Default Client

Data recipient: Defanlt Recipient
Date: September 09, 2025 at 10:20 AM (EDT)
Generated by: Evidata by Woodway Assurance Ltd (version 0.0.12, contact: info@woodway-

assurance.com )

Disclaimer: This assessment is based on information provided by Default Client, along
with assumptions made in the context of the assessment. Default Client is responsible for
verifying that these assumptions remain valid for their use case. A re-assessment is required
if conditions or assumptions change in a material way. Results are valid for up to 2 years

from the above date or until any condition or assumption is no longer met.

Table 1: Key Assumptions.
We assess privacy vulnerability for synthetic data. Vulnerability is a characteristic of
the dataset under investigation. It does not account for the probability of an attack
given certain mitigating contrels and certain motives and capacity.

Tool: Woodway Assurance is a spin-off from our lab that provides automated, independent third-party risk assessment of
de-identified, anonymized and synthetic data. https://www.woodway-assurance.com/

mi| yOttawa
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Synthetic Data Requires Privacy Evaluation

« Synthetic data is not inherently free of privacy vulnerability.

* Regulatory guidelines around the world consider privacy evaluation as
essential, alongside utility and fairness considerations.

 Numerous metrics and practices have been proposed, but most come with
limitations and challenges in interpretation.

« Consensus-based good practices and metrics have been established
through a study with leading privacy experts.

« They provide practical guidance to measure membership and attribute
disclosure vulnerability.

« The adoption of such a consensus-based framework enables
standardization and benchmarking.

 However, there are open questions that need to be addressed in future
work.

_

mif yOttawa
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Open Questions in Synthetic Data Privacy:
Research Opportunities

 Thresholds. Precedents can provide a valuable resource to inform
thresholds and thereby facilitate the wide adoption of SDG. Future research
and experience with synthetic data can inform the choice of threshold
values.

 Performance measurements. The choice of performance measurement
can considerably influence the final vulnerability estimate. This has not been
examined in the literature. Also, current metrics of attribute disclosure often
focus on classification, but regression is another relevant task in attribute
disclosure and should be explicitly addressed.

« Attribute disclosure metrics. There are many ways to model prediction
tasks and to quantify their prediction performance. Standardizing prediction
models would provide results that can be comparable across studies.

_

mif yOttawa
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Read the full paper and the critical analysis (report) for more detailed information:

ARTICLE - Online now, 101320, July 2%, 2025 - Open Access

A consensus privacy metrics framework for synthetic data

El Emam et al. (2025, April 14). Critical Analysis of Disclosure Metrics (Report). OSF. https://osf.io/vz5x9 I

With thanks to all the co-authors for their contributions !

—
Electronic Health Information Laboratory, Children’s Hospital of Eastern Ontario Research Institute u Ottawa
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Scan this QR code to connect with me on LinkedIn

... THE END.

Lisa Pilgram, MD
Postdoctoral Fellow at the Electronic Health Information Laboratory (Khaled EI Emam)
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